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In this paper, I discuss how to analyse a model of an IT application’s business functionality looking for inconsistency, incompleteness and practical concerns like consuming too much time. Such analysis techniques can be used before an application is developed, to ensure we build the right application, or, after an application is developed, to look for improvements and inform high-level planning, such as an IT enterprise architecture studies and business optimization studies.
The notion of modelling an IT application’s business functionality is often meets with hostility in IT development circles. I have some sympathy with these feelings, but don’t believe that the answer is to chuck out application modelling altogether. Application modelling as done today, is done badly. I have two complaints; first, it is incomplete, and second, there is no analysis. It is incomplete usually because it does not attempt to understand the relationship between process and data. There is no analysis because application developers (and MBA graduates for that matter) aren’t taught how to analyse an IT application’s functionality. This lack of concern about application functional modelling is so deeply ingrained, it extends to our vocabulary. We talk about “gathering requirements”. Instead we should be talking about “designing a business/IT solution”. The main difference between these approaches is that, when you design, you analyse/test the design to check whether it is correct, but when you gather requirements you, well, just gather.

The main purpose of this paper is to show you how application functionality can be analysed. But the underlying aim is to convince you that this analysis is crucial to the success of the project.

Application/business analysis looks are four issues:
1. Processes and Tasks – are the business tasks done properly and are the business processes supported well by IT? Mostly you will find that the business processes are supported fine if the normal processing path is taken, but often not when an exception path is taken.
2.  Data – is the data there to support the business, where does it come from, how do we know it is accurate, and where is it used?
3. Users and Security – what are the roles of the people using the system, what privileges should be assigned to each role, where is security checked, is data adequately protected, and who assigns or removes user privileges?

4. Practicality – are the users being asked to input too much data, how many users are on the system at one time, are there important response time requirements and what are the consequences of the system being unavailable?

Answering these questions never needs us to delve into technical issues, because what we are doing is placing requirements on the technical developers, not telling them how to implement those requirements. Resolving issues that are unearthed by the analysis, means either changing either the application’s functionality or putting a new requirement on the implementation.
A model is a simplified representation of a real or imaginary system. In the case of an existing application, it is a real system; in the case of a new application development, it is an imaginary system.  The “simplified representation” is important because we only need to model a few key aspects of the system. You can use a modelling tool to do the modelling, or you can simply use a drawing tool. Since I sell a modelling tool – Polyphony – for this purpose naturally I think a modelling tool is the way to go, but I would rather you used pen and paper than you did no analysis at all.
Most of the rest of this paper is structured around the four areas listed above – Processes and Tasks, Data, Users and security and Practicality.
Analysing Business Process and Task Design
First I will discuss some definitions and background and then look at process and task analysis.

Definitions and Concepts

A task is usually one person, doing one thing, at one time. Tasks are our unit of doing things in the business. Examples are making an order, taking money out of an ATM, filling out a form, and writing a letter. Some tasks are automated; there are no users. Sometimes a task can be interruptible; it can be set aside and finished later but, if each leg of the task uses an IT application, it is almost always better to model this situation as two tasks because you have to figure out what to do if the user does not resume the task.

A process is one or more tasks that work together in sequence or in parallel to create one or more deliverables. (Note that by process I am talking about a business process. I am not talking about operating system process.) I will shorten "business process" to "process" because they apply equally to non-business organizations, and "organizational process" is a tad long winded.

It is common to model processes using process flow diagrams that show activities, decision points and the flow between all these. You can find many examples of process diagrams on the web (I suggest searching on the web for a tutorial on BPMN – a process flow standard – if you want more detail.)

In these diagrams, it is often more difficult to understand what the lines between the activities represent than the activities themselves. Often several activities and decisions take place within task and, in this case, the line simply means the person doing the task moving on to the next activity. For example, a check-in at a hotel may be modelled by the check-in clerk assigning rooms, taking credit card details and putting in billing information into the application, but these three activities all take place in a single task – you must do all three, hence they form a single atomic business unit of activity. As an aside, this example illustrates a problem with process models; it matters little the order these activities are done, but drawing them as three activity boxes in a line imposes an arbitrary order. Arbitrary orders may be carried forward to the eventual design, and makes the implementer assume there is something important about the order when in fact it hasn’t been given any thought at all. Modelling the three activities in a process flow diagram so they can be done in any order is possible but, in my view, can look clunky.

If two activities in a line aren’t done in a single task then there is a waiting period from the end of the first task to the start of the next. How long the wait is, depends on why there is a wait. It could be because the second task must be done by somebody else (e.g. a wait for a manager to sign off expenses). It could be a wait for a resource, like a special piece of kit becoming available. It may be a wait for a certain time – the evening when the branch offices or closed, or a regular time like a payroll run. The designer must understand the nature of the event that triggers the second task. When the second task is started, it will almost certainly (if it involves an IT application) need to access some data associated with the process.

Process Analysis

Process analysis is typically done in the context of a study looking to optimize the business. Such studies look at time lapsed, resources consumed and error and rework rates. Analysing a process in order to develop an IT application is different; we are interested in the integrity of the process itself. We are interested in questions like – is the data available to do the task, can a process wait forever, or can a process loop forever?
Events start a process and may kick the process to start another task.  Events can be inputs from the outside world (i.e. anything outside the system being modelled) like “Please sell my house”  or “these goods are returned”. They can be a time event – the next evening, or, regularly once a month. They can also be internal events – there is a flood and the system is down for two weeks.  A process may respond to an event. If the response is to start a new task, it must start one and only one task. You should also analyze events to see if there are assumptions you are making, and whether those assumptions are correct. An airport expects a customer to do check-in, followed by security, followed by going through the departure gate. They do their best to make sure the steps are taken in that order, but I would be prepared to bet that sometimes the system breaks down – for a VIP perhaps.
Process flows must start and stop, and they must not loop forever unless that is the point of the process (e.g. a process monitoring a power station), and you can analyse the process flow checking all loops, and ensuring that there are reasons why they break out of the loop. Related to this the issue is a process taking an excessive amount of time, since one reason for taking an excessive amount of time is being stuck in a loop. Processes that are taking too long should be identified, and flagged to someone who can investigate the reason for the delay. It unusual to find a looping error in normal processing in which nothing goes wrong; what is much harder to spot and analyse is, what happens when there is an exception. Exceptions are always possible – a checked-in passenger may not turn up at the departure gate, there may be a power cut, or an operator may make an error.
There are several actions that can be taken if there is an error. The whole process may be cancelled (for instance, in the middle of trying to buy a house the purchaser may decide he or she does not want the house.) In other cases, part of the process may be retried (for instance, some goods are damaged on arrival and a replacement must be sent.) In yet other cases, part the deliverables from the process may be cancelled or replaced.  If the data is tracking the process – as is almost always the case – the data must reflect what actually happened, not what should have happened. For instance, if the process is cancelled, the data associated with the process must be deleted or marked as cancelled. There are often integrity constraints imposed on the data that implement rules that apply to the process. For instance, suppose an order is for five items but one of them is cancelled, then the money charged must be altered (which could become interesting if discounts have been applied.)
To summarize, the process integrity constraints are:

· A single event that should start a single task must start one task, no more and no less.

· All data needed for a task must be accessible at the point in time when the task starts.
· All waiting times between tasks must have time out – something must be done to stop the process waiting for ever.
· A process must start and stop unless it is deliberately a looped process, like a process that is monitoring something.
· During the process, data is changed (typically accrued) and integrity constraints apply to this data. These must be enforced whatever the path from start to finish.
And all these integrity constraints are typically much harder to check and enforce when exception paths are followed. (But remember that, especially in situations where there is an error in exception processing, you can resort to manually fixing up the data. You have to decide when you want to play this “get out of jail free” card; the users won’t thank you if it is too often.)
The main technique for detecting process integrity issues is process walkthroughs. It is very important to track what data entities are created and updated during the process, so the final state of the data can be cross checked against other outcomes.
Task integrity

Process integrity relies on task integrity. Tasks are all or nothing units of processing.

You will probably recognise the task integrity constraints since they are a superset of the transaction ACID integrity constraints. They are:
· Atomic – a task must fully succeed or fail. It cannot be left half finished.  I gave an example above, hotel check-in. Checking this constraint is true is why it is easier to model interruptible tasks as two tasks.
· Isolated – a task must not interfere with another. An example of the kind of thing that must not happen is when two people are checking in to a hotel simultaneously the bills must be assigned to the right customer.
· Consistent – constraints that apply to the data must all be correct at the end of the task.

· Durable – data updated during the task must remain updated after the task has finished.

· Messages sent once and once only – a message sent by the task must arrive at its destination and must not be duplicated (i.e. if it is resent the receiver must be able and willing to check whether they have already received the message.)

It’s not surprising that most of these integrity constraints are the same as transactional integrity constraints since a single transaction is the simplest kind of task. Sometimes a task is called a “long transaction”. They are not normally single transactions because a task requires many screen inputs and implementing this as a single transaction would cause too much of the database to be locked, with a catastrophic effect on response time. There are various techniques for implementing long transactions (see our book “IT Architectures and Middleware: Strategies for Building Large, Integrated Systems” for a lengthier discussion of this point.)

The good news for the application functional designer is that these constraints are almost all implemented by the programmer. You just need to make sure the programmer knows his/her responsibilities.

The other area of analysis is to check whether the task is doing the right job in a manner the organization likes. I like to model the screen flow within the task and to identify where data is created and updated. This helps the programmer understand what they have to do to achieve the integrity constraints discussed above, especially what data updates must be undone if there is an error. But more importantly modelling the screen actions and screen flow helps the non-IT reviewer understand exactly what is being proposed and hence make for a more in-depth review.

Analysing Data Design
Business applications are largely about capturing data, storing it so that it can be used by other people or at other times. Doing as much as we can to ensure we have the right data and use it correctly, is critically important.
We have already seen that data can be analysed against process. In general the analysis is answering the questions:

· Where does the data come from?

· Are there reasons for believing the data was accurate when it was input?
· Is there a mechanism to ensure the data is still accurate?
· How is the data used?
· Who uses the data?

The accuracy question is worthy of in-depth investigation. If customer data is provided by the customer then you can assume it is correct. But I have seen systems where one customer organization was given many names; if, say, salesmen are requested to type the name of the customer into an application, you can guarantee that the name will be misspelled many times. It is better therefore to make them select from a list of names rather than retype it.
There are situations where there are connected tasks which don’t fit into the normal pattern of a business process. One example is an emergency response system. Many reports of the same Incident may come in, but only retrospectively are the reports tied to the incident. But while process analysis may be hard in these cases, you can analyse the data.
Often data that is collected in one process is used across the organization; information management goes well beyond the boundaries of a single application. Data such as customer data and product data in particular are used very widely. It is important to ensure such data is accurate, and, if there are multiple copies, the data across them all is synchronized. At an enterprise analysis level, you want to know where and when such data entities are created, used, and deleted or archived.
If the data is tracking external people or things, you will need to put processes in place to ensure the data is always up-to-date. For instance, customers change their address – you want to ensure that the customer tells you of the change of address only once.
Traditionally data design analysis has been done using normalization. Normalization, though often thought of these days as a rather arcane exercise, is based on a simple idea; that one fact should be stored only once. You can do normalization so long as you fully understand the data, without knowing the details of how the data is used. Understanding the data is not always so straight forward, the problem is that in a large organization different departments have their own private terminology. Sometimes the same word has multiple technical meanings even within the same organization. Personally, I believe normalization is a valuable exercise and forces you to a better understanding of the data. But it is not sufficient; additional questions we should ask are:

· Do we truly understand what the users understand by this data?

· Is one fact stored in one place or if not, are there mechanisms in place to ensure all copies are the same?

· If the data entities are tracking an external person or thing, are there mechanism in place to ensure it remains accurate.

Analysing Security Design
Analysing security sounds like a technical topic, hardly suitable for business folk, but this is another symptom of the “gather requirements” mentality. Probably the best way to explain this point is to outline a complete security analysis. Designing a security implementation has three parts.

1. Assume the technology is perfect and asks (a) who should be given what privileges and (b) who should give them those privileges.
2. Assume the security requirements defined in (1) are correct, define what technology should be used.

3. Assume there has been a breach in security, how should the breach be detected, how should the culprit be found, and how should we prevent a serious loss of sensitive data.

In the business/application analysis it is only the first of these that is considered. The second and the third studies are deeply technical but they cannot be done unless the first is done.

So what is in a business security study? In outline, it is a four step process:
1. Define the user roles. Note that a single person may have multiple roles; one person can be a sales person, a line manager and a customer.

2. Define task access privileges to each role, that is, define what tasks the roles are allowed to do.

3. Define data access privileges. This comes in two forms. First, there are data privileges associated with a task. For instance, a customer may have an access privilege to access accounts, but is only allowed to access their own accounts. Similarly a sales person may only be allowed to access details of their own clients. Second, you must define the data privileges for management to access to the data for inquiry purposes.
4. Define who can assign and remove roles.

One of the temptations with this exercise is to end up defining a vast number of roles. One reason for this is that roles are used by some products (like Microsoft Sharepoint) to restrict office documents to a single user or a small group of users. For modelling applications, ignore these roles. Only consider roles that define access privileges to tasks and to data entities. 

Broadly speaking, roles fall into three categories:

1. Roles for production workers.

2. Roles for production supervisors. This is not only the line managers of the production workers but everyone who needs to keep track on a day to day basis what is happening in the business.

3. Roles for knowledge workers. They are likely to need to see a broad span of data, possibly restricted to a geographical or product area.

If you think about the publicity over the release of personal information, it has mostly been either corrupt production workers (e.g. call centre staff collecting credit card details) or knowledge workers accidentally leaving copies of personal data around. As part of the analysis you should identify data that is particularly sensitivity and look at roles that have access to that data. For corrupt production workers there must be monitoring in place so that for instance, you can gather data on which credit cards a call centre worker has been told about. For knowledge workers you must identify any reasons why data needs to be copied to a memory stick or to a local PC, and try and reduce the incidences and also put monitoring in place.

The second area for analysis is checking the security specification against the user interface. The screens associated with a particular task are accessible from one or more user portals. The user portal provides the front end that guides the user to the tasks. Each user portal will have log on facility to authentication the user and associate the user with one or more roles. In an ideal world, a single user portal will provide access to everything a user wants to do, but in practice that will often not be the case. At the very least, there is likely to be a public portal (the web site) and an internal web site. You will also need to create separate portals for users using special devices to access the system, and may want to have a separate system for employees outside the internal network. Therefore you need to check whether the users have access to suitable portals and whether the portals support the roles.

Security implemented badly can be highly secure, but provide a major barrier to effective working. The reason normally boils down to not giving the right privileges quickly enough. A secondary reason is heavy handed approach to taking away security rights and users suddenly finding they can’t do their job. The management of security rights is a critical business function and the processes should be reviewed in painstaking detail.

Finally, the business should analyse the security of the system against legal obligations such as data protection.

Analysing Applications for their Practicality

Many of the points for analysis discussed above impinge on the practical usability of the system. These include security management, data accuracy, and the proper recover action for exceptions.

For a more detailed look at application practicality, the reviews should participate in a walkthrough of the screen flow for each task. For each screen the reviewers need to know what data is displayed and what data needs to be input. They should ask at least the following questions:
· How easy is it to get the information for filling in the form?

· How accurate will this information be? Can it be improved?

· Are you asking the user to put in the same information over and over again (especially when an error is reported)?

· How long will it take to fill in the forms? (Remember even a straightforward form is likely to take a minute to fill in.)

You can test some of these points by doing a walkthrough of the screens using real end users and when it says – type in information A, B and C – timing them to see how long it takes to collection information A, B and C.

A second aspect of practicality is the system performance. It should be possible to estimate the number of people doing each task simultaneously, and from that, at least an initial estimate on the load on the system and the load on the network.
As well as system performance you need to assess the availability requirements. Ask the following questions:
· If the application is down, can the users do their work? (Note, the answer may be; they can carry on for an hour but then they will grind to a stop.)
· Is there an additional cost to the business, like driving customers to a competitor?

· If there is a disaster (e.g. a fire in the computer room), what is the impact on the business?

The other non-functional requirement worth reviewing is response times. I suggest you discuss this after discussing availability since you then know the business criticality of the application.

Meeting non-functional requirements comes at a cost. Ideally there should be a negotiation between the IT developers to make a trade-off between achieving great response times and high availability versus cost. In practice we unfortunately find it almost impossible to predict application performance before the application is written.
Analysing Applications in Practice
I have presented many ideas for analysing applications. In this final section I will make some practical points about the actual task of analysing applications. The points are:
· You need a good picture of how the application works from a functional point of view. This is the purpose of the Polyphony model described in the companion papers to this. Polyphony has facilities for expanding or contracting the information shown in a diagram, and for executing scripts. While I think these are useful, you can do without – using PowerPoint for instance to draw diagrams similar to those generated in Polyphony, but it is rather laborious.

· The most common technique is simply a walkthrough, taking the reviewers through the task screens point by point, screen action by screen action. The Polyphony scripting facility is meant to provide a walkthrough facility.

· You should have real end users pretend to use the design with real data to access how difficult and time consuming it is to collect all the requested information.

· The reviewers will be better able to do their job if they are primed with a list of questions they should be asking. The point of the review is not to pass – it is to improve the design.
· Providing alternative designs is a good way to provoke discussion.

· During a review, you should spend most of your time looking at exception cases – this is where the errors lie.
· The programmer tasked with the development should be present watching the review since they too need to be taken through the design and will also better understand what motivates the user.
Many IT projects deliver a solution incrementally. It is possible for the application design to be done incrementally, but I recommend much larger increments than is appropriate for the programmers. The reason is that the design has to be big enough to test. If you are testing a small portion you will find too many unanswered questions – where does this data come from? What happens when there are downstream errors? The biggest problem in using Polyphony is understanding the application and deciding between alternative designs; putting the data into the model does not take long.

Many new applications replace an existing application or are integrated with an existing application, possibly with a few modifications to the existing application. The first step in such a project should be to create an application design for the existing application. This should be done even if the aim is replace it for two reasons.

1. The analysis of the design will reveal subtleties in the application that can easily be missed.

2. Users in setting requirements will concentrate on what’s missing in the existing application. They will assume (incorrectly) that all features of the old application will be brought forward into the new.

The description of the old application will provide a point of comparison with the new and often this exercise will cause the design to be radically altered.

Finally, the analysis of applications often spills over into other applications. For instance, when analysing where data comes from, you might find that the data comes from another application and it would be highly desirable (for you) that the data is of better quality. For this reason, these techniques for application analysis are useful in enterprise architecture studies. They can be used to assess the quality of applications and help direct replacement or enhancement plans.
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