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Context models show how business IT activities relate to business information, but shorn of implementation detail and screen layout detail. The particular version of context models I will discuss here is the context model built into the Polyphony tool. What I mean by this is explained in the next section. I believe that incorporating context models into your application development is a small tweak to current practices that helps to solve some of the thorny problems that have plagued application development for the last ten, twenty or thirty years.
In this paper, I discuss using a context model in the early stages of application development to express the application’s functional requirements. Building a context model could be described as a technique for requirements gathering. Personally, I believe the term “requirements gathering” is dangerous because building the functional requirements is not a “gathering exercise” but a “design exercise”. This simple observation explains why so many application development projects turn out to be a disappointment. It is not only that the design sometimes has errors, it is also that many of the people from whom the requirements are “gathered” have, in their heads, a design in mind. When the application does not adhere to their design they feel disappointed. Furthermore, since many of their requirements were expressed in the context of their hidden design, what they said has often been misunderstood. A context model presents the requirements as a design; it explains the application’s functionality in terms of screens function, data used and business roles.

Clearly building a context model early in the design cycle has implications on how you approach an IT application development project. In spite of that, I believe that design methodologies only require small changes to incorporate context modelling into their approaches. If the IT department is particularly resistant to change you could use the context model to develop your ideas for the application before talking to IT. This way has the unfortunate consequence of duplication of effort; it is better the IT application designers use the context model as a description of the application’s functional requirements rather than rewriting the functional requirements in a different, usually incomprehensible, form. When a context modelling is introduced, the changes to the design process seem small and subtle, but they have far reaching consequences. The context model clarifies the distinction between the roles of technical implementer (e.g. programmer, etc) on the one hand, and business functional designer on the other. It is the latter person who talks to the business managers and somehow reaches a consensus design. (It can be seen as a reinvention of the old post of “systems analyst”.) Since many technical programmers aren’t too proficient at discussing their designs with business managers, I see this split in roles as no bad thing. (Of course, if they are good at talking to business managers, the two roles can be performed by one person.)
A context model by virtue of the fact that it explains how the application works, can be used for other purposes other than application development. Examples are:
· It can be used for end user documentation. If you like, you can characterise this approach to design as “develop the end user documentation first”. Since people want to know what an application does, not only after it is in production, but also before it has been written, it makes sense to reuse the effort needed to explain the application.
· It can be used by people concerned with the management or access of the data. It is hard to understand where data comes from and how it is used. A context model (in the sense as used here at least) tells you all this information.

· It can be used in a security analysis of the system. As part of a security management you need to know who should have has access to what data. You can then start putting plans in place to ensure they and only they have the access rights. Context Modeller tells you the answer.

· It can be used to introduce the application to business managers, IT staff, and consultants who need to know.

Because of these uses, a context model for an application should remain as an active document for the lifetime of the application. If it does, then when the business decides to update or replace the application, they have already taken a big step in the right direction. Also, if you want to update or replace an existing application and you don’t have a context model, there is a lot to be said for starting the project by building one.
Building a context model should not be tainted with the tag “big design up front”; it’s not time consuming and it can be done iteratively. Building a context model iteratively is simply designing the context model for the parts of the application you want to develop first, and then doing the rest later. Of course, when you consider the “rest later” you may have to revise the parts previously implemented, but unlike other approaches you now have an advantage; it is far quicker to look at the context model to understand how those previous bits should be working than it is to read the code. Note that while it is also quick to look at a working application’s screens, this does not give you the whole picture. It does not tell you how the data is updated, nor does it tell you how the tasks in the process work together.

 The next section describes a context model in more detail. This is followed by a section that discusses the issues of incorporating context model into existing application development processes. The third main section describes the principles of application development that underpins the thinking behind the development of context model. The last two sections wrap the paper up with a list of advantages for this approach and a conclusion.
What is a Context Model

I will start by stepping back and considering models in general. A model is a simplified representation of a real or imaginary (e.g. future) system. Models are used to illustrate the system or to analyse the system. This general definition applies to models made of clay and programmed models. Models are used for design (e.g. CAD systems), research and teaching. A computer model represents the system in data and uses a computer screen to display its results. A computer model should have:

· A data store – I call it model data. This may be a database but does not have to be, but it should be structured data not unstructured data.
·  A diagram generation facility. There is a gulf between drawing packages which essentially store drawing commands, and, what I like to think of as proper models, which generate the diagrams from the model data. The advantage of model generation is that the same data can be represented in multiple different kinds of diagrams, and also that the diagrams can be made to be more dynamic – they can allow you to expand areas, move/change shapes in fluid motion, or, in the case of Context Model, run scenarios.

· A data analysis facility. You want to analyse the model data for inconsistencies, incompleteness, performance and many other reasons. This is another reason why structured model data is important.
Polyphony is built using WeaverBird that has all these features built into it. It also has a facility for building an active text front end. Active text is text with links and commands embedded in it, like a web page. This means a WeaverBird model can be read by untrained users. Reference text too can be generated from the model data.

A context model is a model designed to store and display information about what a computer application does and how it fits in with the business. In Polyphony, the model data holds information about the following.
Screens, online services and other devices. In other words, it captures how the application talks with the outside world. For each screen it stores information about what data items are displayed on the screen, and screen actions.
Data Entities. These typically become records in a database. They hold data items 
Actions. Screen actions and other occasions when a task does something are described by a list of operations. In Polyphony operations are described in three parts:

· A type – the kind of operation plus associated information that described the operation in more detail. Two examples of an operation type are “creating a data entity” or “printing some information”.
· A text description of what the operation does.

· Data mappings. If the operation moves data, the data mappings show which items are moved.

Processes and Tasks. A task is unit of work from the business perspective. A task is done by one person doing one thing at one time. Examples are ordering some goods, taking money out of an ATM, or paying a bill. A task is normally implemented by a few screens. Some tasks are automatic, like paying interest on an account, or receiving an electronic order. Processes are a series of tasks that together achieve an outcome.
Users Roles and User Portals. Tasks are associated with user roles. The idea is that a person has one or more user roles (e.g. customer, bank clerk, branch manager) and the user role gives them privileges to do certain tasks. User portals are what users use to access the task screens. Typically you log onto a user portal and from there you can use several different tasks.
Glossary. As well definitions of words, concepts can be grouped into subject areas and definitions can be related to each other anyway the modeller wishes.
Scripts. Tasks can have scripts which outline one scenario of use.

As well as describing what a context model does, it is as well to explain what it does not do. Most crucially, there is no implementation information. (In Polyphony, I have left hooks to record the application that runs a task, but that is only for end user documentation, not for design.)
Context models also do not capture that screen look-and-feel. All it holds about screens is the data displayed and the screen actions. It does not say what the display looks like. It does not say what you have to do on the screen to cause the actions to be executed. When Context Model is used for documentation, it is as well to have a one to one correspondence with the screens in the model and the screens in real life. But in design it is different. It is perfectly acceptable for the screen designer to split one big logical screen into two or more little screens, or to display a logical screen as an inlay in another screen rather than as a physical screen in its own right. So long as the two designs are logically equivalent then they can do what they want. (But it is a good idea to fix up the model to reflect the new design so that if can form a good basis for end user documentation.)
A context model does captures logical design for a database. In Polyphony, the logical database is specified as a collection of Data Entity definitions. Data Entities correspond to relational database tables although it is possible to put Tables embedded in Data Entities, and hence not be in first normal form. I suggest that database designers use Polyphony as the repository for their logical database design since that way, they are more certain the database will mesh with the rest of the design. This way they can see the impact of their changes on the processing. Put another way, I see database designer disciplines like normalization as being one of the techniques for validating a context model.

As well as Data Entities, Polyphony has the concept of Work Pending Trays. A tray is an unordered list of data entities, and they are used to transfer work between tasks. Trays can be implemented many ways. It could be just a Boolean attribute in the table – if set to true, the record is in the Tray. It could be a separate table – consisting of tray id, and reference to the record. In some circumstances it could be implemented by transferring the data in the tray from one database to another.
The logical database model is not the physical database design, and splitting the one logical database into many physical databases is clearly one difference. There are many others. The actual physical type of the attributes needs to be decided, and some context model data items might turn out to be represented by several database attributes. Finally, there may be optimizations.
The logic in Polyphony is expressed using English (or French, etc.) I want the model to support the notion of the gradual accrual of more and more detail and I would expect the text to start out rough and slowly become more precise as the design progresses. I suggest the designer uses a convention such as putting text in square brackets (“[“ and “]”) to highlight concerns and known vagueness. Note also that the data attributes can also be imprecise; you can define a group attribute and leave out the data items that make up the group. Thus you can specify an attribute like “address” as a group and leave out the details of what makes up the address for later.

Context Models can be used for analysis. This can be done either by using an automatic analysis routine in the model, or by using techniques such as review or walkthroughs. The diagrams in Polyphony greatly help analysis. For instance, one of the diagrams is centred on a data entity and shows all the tasks and screens that use this data entity.
Incorporating Context Model into Application Design

In every application development project, there are at least the following roles:

· 
Project Management

· 
Requirements gathering/Business design
· 
Technical designer

· 
Database designer

· 
Implementer / programmer

· 
Tester

· 
Configuration manager

· 
Training and end user documentation developer

In a small project of course, one person may take on several roles. Developing a context model is primarily the responsibility of the person or team with the role called Requirements gathering/Business design. A context model is simply a different way of expressing the application’s functional requirements. A context model builder must:
· Talk to the project stakeholders to understand the basic requirements.
· Build the context model.

· Review the context model with the stakeholder.

· Analyse the context model looking for errors, impracticalities and incompleteness.

· Do the logical database design.
· Be on hand to clarify the design for the application programmers.
All these tasks must be done by someone, with (agile programmers would claim) the possible except ion of documenting the design. Even here, it is not wasted work; the context model can be used as a basis for end user documentation.

The most commonly used existing technique for requirements gathering is developing Use Cases. There is a wide variety of opinion on what should be in a Use Case and how it should be expressed (see ref 1). A context model covers much the same ground as Use Cases, but there are differences.

Many Use Case authorities make a big issue about not including design information in the Use Cases. While I agree that IT technical design should not be covered, Use Cases do include design – business design – and, frankly, don’t do it very well. While the business design is sometimes documented using process/activity diagrams, there is still a glaring omission – it is not clear how the Use Cases and the processes use the data. Since business applications are largely about storing and retrieving data, this omission makes it very hard to validate the Use Cases and to identify problems like data that isn’t created anywhere and two definitions for the same data item.

Another difference is that some (probably most) Use Case experts explicitly try not to specify the screen flow and screen contents. The reasons I have included screen flow in Polyphony are:
· It is more understandable to business managers; it is more concrete, less abstract.

· It is more understandable to Use Case writers. They probably have a screen flow in their mind when they write the Use Cases but fudge the prose to obscure the fact.

· It provides a basis for end user documentation, and that makes it much more likely that the document will become a living document with all the benefits that accrue.

It’s really strange. IT is the only design discipline in which we try to explain the design using abstract diagrams rather than simply explaining what it does. Worse, many of the diagrammatic conventions are subtle and easily misunderstood.
If the programmers or user interface design specialists don’t like the screen flow then they can change it, checking with the context modeller that the business effect is the same and (hopefully) updating the context model to reflect the new reality.

Using a context model in conjunction with agile development raises a different set of issues. Many agile developers don’t have much in the way of requirements documentation and may rely on as little as a few sentences written on cards. Documentation of this form is really not documented requirements but rather a promise to talk to someone about requirements before starting programming.

There are several issues with the agile development practices that are relevant to this discussion:

· If the business design is non-trivial, the agile development process lacks any analysis or review to try and identify errors in the business design. It relies entirely on somebody somewhere having the design in their heads, and being willing and able to do the requisite analysis without any formal request to do so. If that “in the head” design has errors, they won’t be discovered until the application is finished.
· If the business stakeholders have differences of opinions the chances are that there will be no attempt to find an acceptable compromise. If some of the stakeholders are geographically remote, the chances are that they won’t be listened to at all.

· Agile development practices drive database administrators nuts since they want to change the database design almost as often as they want to change the programs. This is often impossible on large, production databases. Database design depends crucially on figuring out what data is common between applications and resolving conflicting views of how the data should be structured. The last thing they want is the stream of programmers demanding the database is changed exactly to suit their current requirements.

But in practice the differences between an agile project that uses a context model and one that doesn’t, aren’t great. One of the recommended practices for an agile project is that a business user resides in the same room as the programmers, and answers their questions. This person is replaced by a context modeller. The advantages are great. The design should be better, at least, more free of business design errors. The design should reflect the wishes of a large number of people across the company, if needed. As the development progresses less time should be spent changing parts that have already been done. The programmers don’t have to spend so much time in discussion trying to understand the requirements. And the programmer should not need to spend any time at all worrying about end user documentation.

Principles of Application Design
Up until this point I have emphasised how using Context Model is much like other methods, it is a small tweak on something familiar. The time has come to admit that I was being economical with the truth; it is actual a bit more revolutionary than that. The change is illustrated in figure 1. 
[image: image1]
Figure 1. Different Application Development Approaches
In the Business Application Design approach the requirements have turned into “Application Business Design” and the box has become bigger (more effort required) and further down the page (takes longer). The reasons why the Application Business Design is bigger than Requirements are:

· The activity description is taken down to the level of detail of specify what screens do.

· Data design is included.

· The design is tested for completeness and consistency.

The justification for making Application Business Design bigger is to make it a coherent design activity.

So what is a coherent design? Large scale design is hierarchical. The design of airplane breaks down into the design of the fuselage, the wings, the electronics/controls, the engines, and so on. Each of the parts is itself very complex and breaks down into parts of its own. At any level in the hierarchy you design a system using parts that are themselves designed in the level below (or bought off the shelf). The requirements for the parts are specified by the higher level design. A coherent design means; in every design, the designer can envisage a complete working system assuming the parts do their prescribed job – if the parts works, the design will work.

The process of design is also common at every level in the hierarchy, in outline at least. It consists of four steps:

· Understand the requirements . Get your head round the problem.
· Develop one or more ideas. These are often called strawman solutions or first cut solutions.
· Elaborate the ideas, developing the design so that it meets all the requirements. If it doesn’t adapt the design or, if needed, go back and start with another strawman.
· Test the design. Try to show that it doesn’t work. Likewise, if it doesn’t work go back one or two steps.

Design is like developing a scientific theory. In science you have a hypothesis and you try to disprove it. In design you have a proposed solution and you try to break it – show that it doesn’t work.  Disproval of a scientific hypothesis can either lead to adapting the theory or reject it. In design, you likewise adapt the solution or start again with another solution approach. You cannot prove one design is best, but you can reject designs that don’t work, and you can often measure the design against objectives.

In a hierarchical design there is the possibility the component designer will turn round to the higher level designer and say – “I can’t find a solution” or “the solution is too expensive”. Then it is time for the higher level designer to revisit the design and make changes. To avoid this happening, if the component design is deemed to be problematical in some way, it may be desirable to do a feasibility study on the part design before committing to the high level design.
Now let’s apply this framework to IT application design. The first point is that you are not designing an IT application in isolation. You are designing a new business function that is supported by IT. The top level design must show how the business works and the IT supports it. Since one function in the business creates some data and that data is used by another function in the business, the business design must include data; if must show how data is created and accessed. Using a tool like Polyphony helps, because the designer can build a first cut solution, and then show it to all the stakeholders, and walk them through the design. Or, if a stakeholder cannot be visited, the designer can explain their design using the script feature.
What are the consequences of not doing this? Put simply if you don’t take the context model approach, you are implementing an untested business design. Clearly if everyone has an accurate idea what the business function is, and how it is supported by IT, then there is no problem. This is only likely to be true for simple applications, and there is not a crisis over developing small applications. It is the large IT projects that seemed doomed to run to into difficulties, precisely those projects where a context model is non-trivial and possibly controversial – and would have been argued over by the business managers, if they were given the opportunity. None of today’s solutions explains properly what the proposed new IT application will do, and few of them provide analysis tools and techniques to help identify design issues.

Clearly the notion of testing and design integrity is crucial to this whole concept of design. This issue is explored in detail in the sister paper to this called “Analysing IT Application's Support for the Business” (ref 2).
Advantages of Using Context Model

There are many advantages from using a context model in IT application design.
It informs the business management of their responsibilities.
Testing the business design identifies some errors early.

The completeness analysis helps establish the scope of the implementation project; project time estimates should be more accurate at that point, and too costly projects can be cancelled with little loss of face.

It is easier to combine the input of many different people.
It means you don’t have to write a large requirements documents.

The context model can be reused to document the production application. It provides collateral for training and can be used for end user documentation.

If context model is an active document, it provides the aids in the planning and implementing changes to the application and, if there is to be a rewrite, helps ensure no existing feature of the current application is forgotten.

Using the Polyphony tool has some advantages too. It makes the context model easy to understand. Readers can be untrained. Much of the application description is visual and more engaging for the design reviewer than a traditional requirements specification. The script facility lets users work through examples to help them check the design is right. Finally, the context model is easy to distribute and passed on to others.

Conclusion

I have a simple explanation why so many IT projects run into difficulties – the business design has not been done carefully enough.

One of the best programming practices has been to write the test cases first. This clarifies the design and encourages a proper respect for testing. Developing the end user documentation first can be seen as taking this principle to a higher level of design. The benefits of “test driven programming” is not only that the program is tested better, but also that programmers are less inclined to implement unnecessary features. Similar advantages apply when doing context model development first, but in this case it is not the program that benefits but the design itself.
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