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When the size of an application development project increases, a number of things happen to make the project more difficult. Some of these are well known, such as:

· The number of programmers increase and communication across them all is more difficult.

· The application must be split up into different parts that are developed separately. There is extra effort required to make the splits and to design and test the dependencies between the parts.

· Larger applications often have more demanding non-functional requirements such as performance and availability.

These are all problems within the development group. But there are also problems outside the development group that are less well known. These are:

· There are more stakeholders.

· The stakeholders are more likely to disagree.

· Some people affected by the application are underrepresented or represented not at all. This is especially likely to happen if the application’s users are geographically dispersed.
These problems are just as serious as the first list of three. The consequence of failure to address these problems is that the applications will either not be accepted by a proportion of the user base or thoroughly disliked.
This paper is about agile development. The success of an agile development project is utterly dependent on good communications internally between developers and externally between developers and stakeholders. Of course, every kind of development depends on good internal and external communication, what is different in agile development is that the communication must be continual. In a traditional project, there is an intensive period where the designers talk to the stakeholders, but then the stakeholders are relatively untouched by the project until it nears completion. Not so in agile projects; the stakeholders must be on tap at all times not only giving requirements but also to review the finished work. This makes an agile project particularly sensitive to the second set of problems. If there are a large number of stakeholders, talking to them all, all the time won’t happen.  Instead a few will end up as representatives for the many. The project is then crucially dependent on the quality of those few (arguably the ones with time on their hands). If there is conflict between the stakeholders, the application development project is stuck in the middle either trying to resolve the conflict or taking sides.

This paper suggests a solution to the second set of problems. But I want to do more. I suggest that solving the second set of problems – in other words, dealing with a large, varied, argumentative group of stakeholders – is actual the key to solving the first set of problems – internal communication within the project. The reason is that it helps define appropriate ways of splitting the project up and defines, up front, the conflict zone between sub-project areas.

The solution is to introduce the agile programmer’s bête noir – a modelling tool – into the development process. But do not panic. The modelling only impacts the requirements; we are modelling the requirements to make sure they are consistent, complete and acceptable to all stakeholders. The model tells you nothing about how the requirements are implemented.

In the next section, I will describe the Polyphony model. The section after that, discusses how to build a Polyphony model, and the then I will turn my attention to how to turn the Polyphony model into code, and finally look at the wider implications.
The Polyphony Model

The Polyphony model holds information about:

· Business processes – how information flows between the tasks implement the processes.
· Tasks – one person, doing one thing at one time. The task description lists the screens in the task and the flow between the screens.
· Screens – it describes what data is displayed, what screen action there are, the processing behind each screen action. Processing is described in terms of data updates plus an English text description.
· Data – it describes the data entities (units of data that can be created and deleted).

· User – user roles (as used for security) are described. There are links to tasks and data entities to document the user’s privileges.
· User Portals – a user portal shows which tasks can be done from one user interface (i.e. under one security log on).

· Requirements, stakeholders and a glossary – background information.

Just as important as the data entities in the model, are the relationships between them. The idea is to understand how all the parts of the design affect each other.
Diagrams in Polyphony are generated from the model data. This has the benefit that the shapes can be selected, expanded and new diagrams generated from the selected data entity.

The model has an active text front end which is partially generated from the model data. The idea is that the model can be read by people who have had no training.

Building the Polyphony Model

Creating a Polyphony model is largely a matter of adding data to the model. Adding the input for even quite a large application can be done by one person in a month, if the data is readily available. In a real development the time taken to build the model is largely driven by the difficulty of acquiring all the information and the time taken for all the busy stakeholders to give it a thorough review.

Reviewing a Polyphony model is best done in workshops. You walk through the design showing them how the application will work and provoke discussion by highlighting inconsistencies and incompleteness in the information you were given. You might offer some alternative designs.
For stakeholders who can’t make the workshops, you can send them the model with scripts that show various usage scenarios.

Building a Polyphony model and running a workshop does not require deep technical skills – you are not building the technical design, only the functional design – but it does require good business understanding, an empathy with the concerns of the stakeholders, and good communications skills.

Building a Polyphony model is sufficiently quick and cheap that the business can afford to model possible new application developments without a commitment to take them to code. You can use the Polyphony model to explore business alternatives. For this reason I suggest that the Polyphony model is built, at least in outline, before starting the full application development project.
Turning the Polyphony Model into Code

The biggest difference for the programmer in a Polyphony project is to that instead of having short statements of requirements and having to go to the user for clarification, they instead look at the Polyphony model. Since the business logic in a Polyphony model is described mostly in English (or French, etc), the programmer must therefore ensure he or she really understands what the text means. The designer of the Polyphony model should be available for discussion and clarification. It should be unnecessary for the programmer to go back to the stakeholder until they want to show them some working code.

The first step in turning a Polyphony model into code is to develop a technical design. The only difference between technical design with a Polyphony model and technical design without a Polyphony model is that, with the model, you have a much more complete view of what the total application will look like and what the technical challenges are.

Most application development today is not “green-field” development. Instead it requires integration with an existing application or database. A Polyphony model can help enormously because you can model the existing application – you have a good understanding of what the existing application actually does.

Sometimes you will be replacing an existing application. A common problem with replacing existing applications is not understanding the application’s full range of features. When users give their requirements, they will describe what new features they want; they will assume that everything they already have will be provided. A Polyphony model of the existing application gives you the complete understanding of the old application’s functionality you need.

The Polyphony model only says what data is on the screen. It does not say what the screen looks like; the user interface must be designed. As with existing agile development projects, it is still good to deliver the product in short increments and show the results to the stakeholders. Have the Polyphony model designer available when you show the working application to stakeholders, in case a compromise between competing stakeholders has been made, and the stakeholder seeing the real application has a memory lapse.

When you design the user screens, you may find that you want to split or merge screens as represented in the Polyphony model design. That is fine so long as the underlying logic is not changed. It is a good idea for the Polyphony model to be updated to reflect the new design, for two reasons. One is to help ensure that new design is consistent. The other is because the Polyphony model can be used to document the application; it is a valuable deliverable in its own right and sometimes might be all the application documentation required, albeit with the text “smoothed” and the inclusion of some screen shots.

The Polyphony model does not state everything explicitly; there are integrity constraints that must be obeyed. In particular tasks must be atomic – if there is a failure, they cannot be left half done. Instead, they must be completely done or completely undone. When you see a process flow between one task to another, the application must ensure that the second task is started once and once only (e.g. you don’t fulfil a new order twice). You should also work on the assumption that tasks will be done in parallel by many users.

Most business processes are relatively simple in the normal case; the complexities lie in the exception handling. Therefore the programmers should sit down with the model designer and go through the model in detail to make sure they understand it.

In summary, the main difference the programmers see is that instead of dealing with many stakeholders directly, they deal with one model designer. The functional specification is more detailed than before but, hopefully, there will be less late changes.
What does this mean for Agile Development?

The whole purpose of this approach to agile development is to fix the problem of programmers dealing with the business stakeholders. This has many advantages:

· Programmers often lack the soft skills and business background to deal with business stakeholders, especially senior business stakeholders. In this approach, the job is offloaded to a specialist – the Polyphony model designer.

· Application coding should only start after the business has reached a consensus on what it wants from that functional piece.

· The stakeholders should not be disappointed with the results as it should hold few surprises.

This is not to say that the stakeholders should not get frequent views of the developing application. This will help retain their interest and support. It will also lead to a quick change of direction if the business changes.  And it will help define when to make a general release to the full user base.

There are other advantages to modelling the requirements.
· The first technical architecture can be more thorough. This will reduce redesign and allows the project management to select the most problematic areas first thus further bringing forward disruptive design changes when little has been committed to code.

· It allows for a better understanding of, and integration with existing application. It makes for a better discussion about the subject of whether it is better to extend an existing application or rewrite it.
· It makes for an early identification of common logic which can then be implemented in such a way as to make it reusable.
· Large applications can be more easily split up, so that project development can proceed with small groups working in parallel. The reason is that the dependencies between the groups are better understood.

· Many applications interact with other applications by sharing data. This is visible in the Polyphony model which helps manage this aspect of the development better.

The consequence of all these points is that the problems of internal communication (the first set of problems noted at the beginning of this paper) are greatly reduced.
Finally, project management have a better handle on the delivery timescale and cost of the project simply because they have an early indication of its complexity, especially the complexity of exception handling.

Adding a Polyphony model to your agile development project isn’t modelling as you know it; it is modelling as it should be – clear scope, complete and testable. And you get a first run at the application documentation for free.
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