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Whenever you are building anything – a bridge, an IT application or a table – you have to conceptualize it before you start. You have to imagine, at least in part, the end product, otherwise you don’t know where to begin. We call these conceptualizations, designs.

At one extreme a design may be a rough sketch on the back of an envelope; it can be simply something to help you start building, and the detailed design is done as needed, in the builder’s head or with throw-away diagrams, before building the next bit. I call this ad hoc design.

If the product has several components that must fit together then it is usually best to work out what each component does and how they fit together before building any of them. In a complex product we have high-level design and detailed design (and maybe several levels in between). A high-level design is a design where the components are large and go through a design process of their own. The high-level design defines what the components must do and how they fit together. I call this craft design. For instance, a design for an airplane may specify that an engine is placed in a certain position and the engine must deliver a certain amount of power. The high level design does not have to specify how the engine works, but it does have to specify the requirements for the engine. If the airplane were built using craft design, the designer would define how all the parts fit together.
Craft design is fine for the builders, but there is no guarantee that once the object is built, it actually satisfies the requirements. For this you need a coherent design. In our airplane example, the designer would show by calculations (and perhaps wind tunnel) that the design works; that the design is for a plane that actually flies. A coherent design is consistent, complete and testable. Note, a coherent design does not have to be a detailed design; a high-level coherent design specifies all the components, how they fit together and what they do. It does not specify how the components work. We can prove the airplane will fly but only by assuming the engines deliver the power specified.

There used to be a cartoon doing the rounds in the IT industry showing someone explaining their design on a blackboard. The blackboard was filled with a convoluted flow chart with many activity and decision boxes, and near the end was a box that said “And here a miracle occurs”. This encapsulates the mystery of how requirements coalesce, resolve, how a wind lifts the fog, how clarity emerges from mire, how the shape materializes; a design is revealed like Venus from her shell. Of course, nothing like this happens. There is no miracle in design because a design is like a hypothesis; you have an idea, you elaborate the idea and then you try to disprove it. They used to think science was done by gathering facts and scientific laws would emerge from the facts. Then Karl Popper came along and said that science is hypothesis building and you cannot prove a hypothesis only disprove it. Design is the same. It doesn’t emerge. You have an idea and you cannot prove it, only disprove it.
Design is a four step process:

1. Gather requirements. Figure out what you are trying to do.

2. Have some ideas. This is creative bit; this is where hunches and informed guesswork come in. Choose one (or maybe more) to carry forward.
3. Elaborate the idea – flesh it out, if you will. Probably create a few drawings, and definitely make sure you have covered all the requirements. Maybe you find that you have to refine your requirements because you uncover gaps, inconsistencies or you wonder whether the stakeholder actual wants what they have asked for.
4. Test and/or analyse it. Try to kill it.

During the elaboration step, you might find that the design doesn’t work and you have to go back and try a different approach. The testing step may, of course, find an error. Sometimes you can fix the error by tinkering with a detail – changing the outcome from the elaboration step. Sometimes you have to go all the way back to step two – that is, change the approach.

This process only works properly if you are creating a coherent design. The design’s completeness is verified in step 3, and its consistency in step 4.

As an example, consider civil engineers designing a bridge. They have some requirements – position, load and so on. They start with a high level design, in which they decide whether they want a suspension bridge, a box girder bridge, or whatever. As part of the basic design they might define a pillar. The pillar then goes through a design phase itself. Observe several points:

· The design is hierarchical – the pillar design is a sub-design of the high-level design.

· Each design follows the four step process outlined above.

· If it is found to be impossible/too expensive to develop the sub-design (e.g. they may find they can’t build a pillar on soggy soil), then there will be feedback to the high-level design, causing the higher-level design to be redone. Good designers will anticipate these problems and try to eliminate such feedback early.

· The high level design can be proved correct by making assumptions about the components (e.g. they can calculate that the bridge will stand up assuming the pillar takes a defined weight).

· The requirements for the sub-design come not only from the outside world but also from the high-level design (e.g. if there are more pillars, each one won’t have to carry so much weight – therefore the weight requirement changes.)

· The consequence of missing out a high-level design is that you can’t trace requirements to features of the product because each level of design converts requirements into design elements.
In the middle ages, they built cathedrals without any engineering knowledge. Instead they used rules of thumb to tell them, for instance, how thick the pillars had to be to hold the roof. They didn’t always get it right; quite a few cathedrals had all or part of their roofs fall down. The cathedral builder used craft design; the design process had three steps – there was no testing/analysis. When engineers design a building their approach differs from the cathedral builders in two respects. First, instead of relying on rules of thumb, they rely on calculations. In other words, a testing step is added to the design process, turning it from a three step process to a four step process. Second, engineers take an active part in setting the requirements. They assume that when you ask for a bridge, you want one that won’t fall down and they will help you set the requirements in terms of load, extremes of weather conditions and earthquakes, etc. All of this is contingent on developing coherent designs.
IT application design is sometimes craft design, but often ad hoc design. Testing is all done on the finished product. Finally, the notion of helping to define the requirements is largely absent. Why is IT application design so different?

There have been two approaches towards formal IT application design. One is to concentrate on diagrams. The other is to take a mathematical approach and develop an algebraic specification.

There are many kinds of IT design diagrams. As well as the 13 or so UML diagram types, there are flow charts, data flow diagrams, entity life histories, entity-attribute diagrams, activity decomposition diagram and many others. IT architects often, in my experience, use their own conventions. Diagrams have always been useful to aid discussion and brighten up presentations, but as a design artefact they have been less successful. First, they don’t have enough value to be worth the bother of keeping up-to-date with the code. Second, most diagrams take a view of the system from a single perspective – like processing or data – and, since most testing is about seeing how the different aspects work together, the diagrams do not aid testing. Third, testing designs defined in diagrams is limited to walkthroughs, and many diagrams don’t make walkthroughs easy (e.g. UML Class diagrams). Fourth, people mistake a well-drawn diagram for a good design.
The formal approach suffers from two problems. First, most of them are incomprehensible to all except a few cognoscenti. Second, they specify detailed design. Thus while you may be able to check that certain facts will always be true, and, at least in theory, you might be able to prove that the code and the formal specification are identical, you can’t test that the formal specification satisfy the requirements.

What is in common with both these approaches is that they are near the code – as an industry we have been tackling the problem of design by thinking bottom-up not top-down. We have been transfixed – like startled rabbit caught in the headlights – by the problems of programming. We have been trying to solve the problem of why programming is so error prone rather than the problem of design. In civil engineering terms, it is like we have been trying to find mechanisms to design pillars – any pillars for any purpose – and have forgot about designing buildings. If there is going to be traceability from requirements to design, then the design must be top down.
I think there is a second reason why we don’t embrace coherent designs, and that is that we have a broken relationship with our stakeholders. We are very keen on creating a barrier between us and them; they give the requirements, we design. Sure, they can criticise the design, but only in details like whether the company logo should be on the screen. Imagine you have hired an architect to design a house. You give him or her the requirements – number of rooms, etc – but if the design is not to your taste, you say so, in spite of the fact that it satisfies the formal requirements. Observe two points. First, the design is a co-operative venture between architect and client. Second, the architect will guide the client. An architect is part salesperson. They sell their design to the client and try to convince them that it’s best. In IT we are stand-offish; we “gather requirements” and we don’t show them anything until we show them the user interface of either an exploratory prototype or an early version of the finished product. There are three problems with our approach:

1. People don’t know their requirements until they can imagine in their minds what the application will look like.

2. We forget that an IT application is usually part of a bigger thing. For instance, business applications don’t exist in isolation, they support the business. Thus you must get the business design right – IT requirements are not gathered, they are designed. Often stakeholders don’t understand this, and our design techniques are bad at identifying inconsistencies and holes in the business design.

3. There is no framework for discussing trade-offs. We don’t say – “with a bit more money you can have X or Y” or “the response times to do this will be several seconds, if you want it faster do Z instead”.

I think there is a solution. I think that the solution is based around the notion that, unlike civil engineering, there is not a single hierarchy of designs. Instead, there are two top-level designs, a business (or functional) design and a technical (or non-functional) design. Each design goes through its own four step design process, except that during the elaboration step of the technical design there must be a mapping to the business design to make sure the two designs fit together. The reason there are two top level design is based on the observation that the same business design can be implemented many ways, and the best way is largely to do with the history, skills and the existing technical infrastructure of IT in the organization.
The business design must:

· Be presented in terms that the business understands – like screens, users and data.

· Engage the stakeholder in the design process. I think that when stakeholders realize that a business design is required, co-operation will come easily.

I also think we must start thinking of a design as structured data represented by diagrams (i.e. data-centric) rather than diagrams stored in data. The reason is that you can do so much more if you generate the diagrams from the data. In particular, you can then select an element, expand it or draw a new diagram. This way we can allow the user to trace from say user role, to task, to screen, to screen actions, and to data entities, and back from data entity to screen to task to user. Furthermore, with a data-centric approach you can start automating some of the design testing and analysis.

The Polyphony product has been developed for business applications using these principles, and illustrates these principles in practice. See www.polyphonyit.co.uk for details. But the idea of a coherent model is generally applicable to all IT design, and I suspect that the key to making this possible will be (a) splitting the top-level design into functional and technical designs and (b) using a data-centric approach.
If we were to take this approach, I am hopeful that many of the intractable problems of application development would disappear. Why? Because the reason we have found this problem so difficult is that we have been trying to find generic solutions. It’s like a civil engineer trying to find a formula that can prove that any construction made of concrete will not fall down. Engineering is not like that. You can’t prove a building will always stay up; you can only prove that it will withstand various events. You just have to hope that you have thought of everything – high winds, earthquakes, etc – and allowed for them correctly in your calculations. Remember design is like a hypothesis. You can’t prove that a design will always work. You can only prove that it will fail. So let’s get to it, and start proving our designs will fail.
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