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This paper explains why trying to model an IT application using UML has little purpose. The reason is not that modelling is wrong per se. It is that a UML model does not express a coherent design.
UML came to be by a gathering together of diagrams that people have found useful; therefore surely this is a good thing? There is a great deal of difference between (a) a group of likeminded people discussing design options by drawing diagrams, and (b) conveying a design through diagrams to people with different backgrounds, different motives and different knowledge. It is point (b) that is mainly discussed here.

If drawing UML diagrams is to be truly useful, it must assist in at least one of the following.
· Explaining the design to stakeholders.

· Explaining the design to programmers.

· Guiding the designers by helping them think about the design.
· Providing a full description of the application that is significantly more compact than code; a full description that could form the basis of a contract between designer and builder.
· Helping people analyze the design for inconsistencies, omissions and fitness for purpose.

I will discuss each of these. I will then discuss how we can improve application modelling.
A word of warning; I have assumed a familiarity with UML, the general notion of design methodologies and object-oriented concepts. I am hoping you can get a flavour of my arguments without this background, but if I took the space to explain it all, this paper would be far, far longer.

Talking to the Stakeholder

The stakeholders I am most concerned with here are the business managers who have sponsored the application development and/or expect their staff to use the new application. If you don’t satisfy these stakeholders, the application has failed.
UML has three diagram types that are relevant for business managers: Activity diagrams; Use cases and Class diagrams. Activity diagrams explain process flow or workflows, Use cases explain how tasks work and Class diagrams explain the data structure.
Activity diagram provide a view on how business processes work in terms of the flow between activities and decision points. For instance, in a hotel system you may have one activity diagram that shows the flow from booking through check in and on to check out. Each of these activities are a task – one person (or automated system) doing one thing at one time – but activity diagrams don’t understand about tasks, and you are likely to find the activities to be split down to the next level of detail like assign room, take credit card details, give key and so on.  What this means is that the line between activities sometimes represents nothing more than the same person moving on to do the next action, but at other times (e.g. between check in and check out) a long wait. The unit of implementation for IT is the task and knowing how the tasks work together to implement the process is important. Activity diagrams do not tell you important information such as:
· Where are the wait points;

· What are the reasons for the waits;

· What triggers someone to start a task; and

· How the tasks use and share data.
This isn’t a criticism of the activity diagrams – it is a criticism of UML, because the solution isn’t necessarily to extend activity diagrams but maybe to create a new kind of diagram, a diagram that shows how tasks fit in processes.

Furthermore in some areas, like sales or a criminal investigation, there isn’t a prescriptive process. There are a many tasks and lots of data, but the tasks are not ordered in a rigid way. Again we need to know about how tasks, events, people and data fit together but activity diagrams don’t help.
Use case diagrams mainly show the relationship between user roles and Use cases – a Use case normally being a specification for a single task. So how does a Use case diagram explain how a task works? Well it doesn’t. That is left to the Use case text. There is a small sub-industry in giving advice how to write Use case text; clearly people do not find it easy. The diagram does allow Use cases to be related to each other by “includes”, “extends” and “generalization” relationships. The differences between these relationships are subtle, so subtle that I for one would be embarrassed if I were forced to explain them to a business audience.

Class diagrams show the structure of the data. I often find these can be hard to understand, mainly because a class diagram for a reasonably sized database can look like a spider’s web. (But another reason is a detail; I find the use of “*” and “1” annotations on relationships very confusing because a 1-to-N relationship has a “*” on the 1 end and a “1” on the N end. I much prefer crow’s feet.) There is a need to simplify Class diagrams for business stakeholders or to highlight what is most important over minor details, like lookup tables. You also don’t know by looking at a class diagram, which classes correspond to things you can create and delete and which classes are only there for reuse purposes. You could annotate the diagram using your own “stereotypes”, but that introduces more complexity.
Class diagrams are particularly difficult to understand when there are deep, complex inheritance hierarchies. Suppose you are designing a database to support a bank application. An obvious application of inheritance is to structure the different kinds of accounts. You might have something like this:

Account
   BusinessAccount subclass of Account
   RetailAccount subclass of Account
       SavingsAccount subclass of RetailAccount
       CurrentAccount subclass of RetailAccount

And so on. The problem is that banks have many types of account and new account types are being created every day on a whim from the marketing department. Thus a better structure might be two classes – Account and AccountType – and the AccountType objects describe how the account is processed – what interest it is paid, what the overdraft limit is, what linked accounts are allowed and so on. More likely there will a balance between the two extreme approaches, a shallow inheritance hierarchy and an AccountType class. Now picture a databases designer trying to explain to management his or her new design. The business management aren’t going to understand the implications of the alternative designs – they probably won’t realize there are alternatives. It is not sound practice to involve business management in decisions they don’t understand, but in UML there is no alternative to explaining the data structure by Class diagram.

Thus, all of these diagrams have subtleties and complexities that make them hard to understand. That is not the only criticism. Remember the business manager is trying to figure out whether the new IT application his department is paying for, will actual do the job. Remember too, that business applications are largely about capturing information at one point in the process and retrieving it at another point in the process. Understanding how the application works is largely about understanding the relationship between tasks and processes on the one hand, and data on the other. And what does UML tell you about this? Almost nothing. This is at the top of a long list of aspects of the system on which UML is silent.
Another important aspect of the design that is missing in UML is the user interface. The actual look-and-feel of a user interface is part of detailed design, but there is a half way stage between showing nothing and showing an image of the screen. That half way stage lists what data is displayed, specifies what actions can be taken on that data and shows the flow between the screens. Showing this information to the business management at an early stage gives them a real feel for what is being proposed and provokes deep critical analysis, which is exactly what the design needs.

There seems to be a view in the industry that the stakeholders must give their requirements and aren’t allowed to be involved in design. There is no other design discipline that takes this approach. If someone was designing a house for you, you would expect to have a major influence on its look and layout. The architecture proposes, you criticise. We seem to be afraid of criticism in the IT industry and have devised a system where criticism can’t come until it’s too late. Let us take a concrete example. In the UK public sector, several project (e.g. health service and social services) have been criticised for demanding too much information from the end user. If they had presented the outline of the user interface as above, early on in the projects, one wonders whether these mistakes would have happened, as it would have been obvious what was being demanded of the users.

We need a change of attitude; instead of “gathering requirements” for an IT application, we should be assisting the business design a new business process that is supported by IT. Not understanding that the requirements themselves are also a design is, to my mind, one of the biggest failing of the IT industry.

In summary, UML diagrams provide the worst of all worlds for the business stakeholder; they are voluminous, hard to understand and incomplete.
Talking to the Programmer

A design has got to be conveyed to two sets of people, the stakeholders and the builders. In this section I want to discuss the designer to builder communication. The builders are mostly the programmers, but also include database designers, installers, testers, project managers and others.

My own experience of using diagrams is in development of the WeaverBird program, over 100,000 lines of C++, all written by me. My feelings on this subject are mixed. The only diagrams I have used in WeaverBird development have been object diagrams and sketches of the user interface. To me the two essential questions in building an object-oriented program are – what does each class of object do, and how do the objects hang together to serve the task in hand? When you have this nailed, the sequence diagram is kind of obvious. State diagrams look good on paper, but in my experience, I never have need to use them; instead of there being a few objects for which you could draw interesting state diagrams, there are lots of lots of objects for which the state diagram is trivial. As for class diagrams, if I have a complex inheritance hierarchy, I find it much more useful to describe it like this:

A
   B subclass of A
   C subclass of A
       D subclass of C
           E subclass of C, B

In other words, by using simple indentation rather than a diagram. The reasons are: it is more compact, and it is easier to edit.

I never keep the diagrams I draw – the only artefact of any permanence is the source code. I only draw diagrams if there is a bit of complexity I need to sort out before programming, but when I come to code the design, it always changes. If there was any occasion when the eventual code turned out to be like the drawing, I can’t remember it. Coding forces you to consider the detail, and I find that I then always find flaws in the design. Sometimes the flaws have been serious errors – something I have just forgotten to think about – and sometimes the flaws are discovering that what looks neat on paper doesn’t look neat in code. In all cases, I am left with the uncomfortable feeling that the diagram has let me down; it’s papered over cracks and deluded me into thinking the problem was easier than it was, which is the last thing I want. 

At this point, I expect some of my readers are thinking – he just a covert agile developer having a pop at UML. I guess I am an agile programmer to some extent, but I don’t want to be. I want to be able to create a design using a tool that lets me look at the program from all angles and resolve many of the problems before I start writing code, and I think diagrams are a key part of that. I don’t need a tool to make writing code faster; I want a tool to make the code more accurate, I want to eliminate errors. UML does not help in this regard in anyway whatsoever.

I think there is a straightforward explanation why the UML programming diagrams disappoint – they are too near the code. It’s like an architect building a cardboard model of a house that is three-quarters the size of the real thing. While the diagrams are good for explaining the code to other programmers, they don’t add enough value to the code. It would be neat for a Java or C++ development environment to draw Class diagrams and Sequence diagrams directly from the code and to edit the code by editing the diagrams. What is missing in UML is something that explains the structure of 100,000 lines of code, not the structure of 100 lines of code.

UML was originally designed for business applications not for model building tools, so you can argue that my experience is not important. The question I should be answering is – how does a programmer find taking a Class diagram and Use case specification and turning them into code?
Clearly the Use cases are insufficient, the programmer needs a technical architecture to tell him or her things like:

· What technology to use;

· How to split the code into presentation code, database handling code and so on;
· Whether there is one database or many;

· What additional system actions must be taken.

UML does have some diagrams that could be used to define technical architecture up to a point, like deployment diagrams. They are very rudimentary. They don’t have facilities for showing you what has to happen to switch to a backup system, or how it responds to additional load, or how the security architecture works.

Also before the programmer can set to work, a database needs to be designed. The tension between UML modellers, programmers and database designers is notorious. There are two problems. The first is that the database usually has to provide data storage for many applications not one. Typically that means that objects in the UML design often map to several tables in the database, not one. The other reason is that UML designer and programmer find problems as they go along and want to change the database design. Naturally the database designer isn’t happy to give them free rein to do so, and in some organizations there has clearly been a less than co-operative relationship between the two groups. UML has not made the relationship with the database designer any easier, mainly because Class diagrams are more than just an expression of the data requirements (the next section discusses how unnatural Class diagrams can be.)

One of the biggest issues that is hardly ever discussed, and is an issue with UML and practically all other approaches, is the issue of system integrity. People are aware of the ACID transaction properties – atomicity, consistency, isolation and durability – but they are less aware that similar properties apply to tasks. They are even less aware that similar integrity constraints apply to all or parts of a whole process. If a task in a process fails, the data created by the process must be fixed to reflect the state of the process. For instance, in an order processing system, if an order is cancelled, not only must the order information be removed or disabled, the goods must be taken out of the delivery bay and, maybe, manufacture should be stopped. A loose version of the ACID properties are therefore needed for processes. There are other integrity constraints. When one task finishes and another is due to start there must be a mechanism to ensure (a) that it does start and (b) it is started once only. These integrity rules mean that when a programmer sees a design there are whole bunch of integrity assumptions that dictate how the design must be interpreted. UML specifications are so incomplete, there is considerable work to do elaborating the design before you can even get to the point of starting the discussion on integrity requirements.

UML has developed in an ad hoc manner by adding diagrams that seem to be popular and defining data structures to store the data displayed in the diagrams. Unfortunately, no one seems to have sat down and asked the question – what do programmers need from designers?
Thinking about the Design

I have discussed designer to stakeholder communication and designer to programmer communication, this section is about designer to designer communication. 
Diagrams have been drawn more or less since people started programming. When I started in the IT business, flow charts were common. Later data flow diagrams became common, and in some methodologies entity life histories and activity decomposition diagrams were added. At each point, the proponents of the diagrams have given the impression that somehow the problems of application development have been solved.

Object-oriented design suddenly became popular in the 1990s, and pushed all the old methods aside. Objects were meant to be better for three reasons:

1. Objects provide a natural way of modelling the real world ;

2. Objects bring activity and data together at the start;

3. Objects let you define common structure and behaviour once.
Have these advantages been achieved in practice? I will discuss the second point first. It can be quickly answered – objects in design do not bring activity and data together. The reason it doesn’t is that tasks don’t map naturally to object operations – the paradigm doesn’t work. For example, many business tasks create an object, but you cannot call an operation on object that doesn’t exist (the nearest we get in some O-O object models is that the class itself can create objects.)  Thus an order entry task cannot be an operation on an order object, it must be an operation on something else – you would have to invent an “order creating object” or something. Many tasks that are superficially like an operation on an object (like debit an account) turn out to be about two or more objects (like debit an account plus update the ATM cash totals.) Furthermore, tasks that update objects must first find the object before calling the operation; you can’t say a task just calls this operation, you have to say a task calls this operation(s) on these object(s) the task has found. The UML diagrams are classified by the standard into two categories – structure and behaviour. The division between data and process hasn’t been fixed, only renamed.

Since Class diagrams don’t define the operations, they are not much better than a simple relational database description of the data, except for one point – inheritance. While relational database gurus will point out that inheritance of data structures has been put into relational databases, this never became popular until object-oriented concepts became widespread. I will give the OO design gurus the accolade of bring inheritance into design.

Inheritance is not without its problems. One is the complexity it can introduce. This is illustrated by a standard related to UML – the CWM (the Common Warehouse Model). In CWM you can model relational databases (the purpose of CWM is to model all the data sources for your data warehouse). The class structure is similar to what you find in a relational database catalogue; for instance, there are classes called Table and Column. But inheritance comes into play. Table is a subclass of ColumnSet, which is a subclass of Class which is a subclass of Classifier, which is a subclass of NameSpace, which is a subclass of ModelElement which is a subclass of Element. The most important part of a Table definition is its Columns, so you would expect to see an attribute called Columns or something similar. Well you don’t. Instead Table inherits an attribute from Classifier called “feature” which references objects of class StructuredFeature, which has a subclass called Attribute, which has a subclass called Column. The reason for all this is to drag out every last bit of common structure between the different classes.
Inheritance is an easy concept until you begin to understand it. Designers are driven by two concerns. One is natural classification which plays to the first point above that objects are more natural than pre-object design. Thus you can say a teacher is a person. You have to be careful though – birds look like subclasses of flying objects, but penguins don’t fly so this is not a proper subclass. There are also often several different ways of classifying things, for instance you can classify cars into saloons, sports, etc cars, but also into petrol, diesel, and electric cars. And sometimes a clear cut classification should be resisted. Suppose the application included employees and customers. It is not necessarily a good idea to make them both a subclass of people because the application needs to store different personal information for them.

The other concern for designers in building subclass hierarchies is what references point at. Suppose we have application that manages a car pool and cars are assigned to either people or departments. To represent the “assigned” reference you must invent a class – let us call it “assignees” – that is a superclass of both people and departments. This is one reason why abstract, barely meaningful classes get designed in, as illustrated by the CWM example above.
Programmers aren’t concerned much about naturalness and classification; their concept of subclass hierarchies is driven by reuse. For instance, a programmer writing a drawing package wouldn’t make a class of rectangles a subclass of polygons, because polygons may support the operation “add point” while rectangles don’t. This is because, when you are programming, you usually want all subclass objects to inherit all the behaviour of their superclasses, so a class has consistent behaviour. The “usually” in the previous sentence is important – sometimes in programming you break the rules because it’s simpler and better than way. Trying to make classes reusable adds another layer of complexity. In fact there are two extreme approaches for class hierarchies designed for reuse. One, typified by the Microsoft Foundation Classes for C++, is to provide reusable classes that can do a lot for you, but typically when you reuse them you only use a small fraction of their capabilities. The other, typified by the Microsoft Active Template Library for C++, is to provide a lot of small classes (usually generic classes –i.e. parameterized classes) and you assemble the functionality you want by using declaring multiple superclasses.

The point of the above paragraph is to point out that inheritance is far from natural, or more precisely, person A’s notion of a natural and meaningful inheritance graph is in conflict with person B’s notion of a natural and meaningful inheritance graph. You can be sure the database designer will have a third opinion. They have additional concerns like identity – every object must be findable in the database.
What is required is a neutral way of specifying data structure which is sufficiently simple to explain to the stakeholder and from which the database design can build a database design. I suggest the following:

· Give names to tables of data entities. A data entity being something with attributes that is created and deleted as a unit, and has a unique primary key. I’m using the word data entity to try to be neutral.
· When you specify a reference, allow a reference to point at a data entity that is one of several different types of data entity (this is to stop confusing people with highly abstract classes like the “assignee” class for the car hire application above).

· Allow for common behaviour to be specified without promoting them to the status of a Class.
The conclusion is that, while UML may help likeminded designers communicate, there is a danger that the designer community is out on a limb and thinking in different ways from the rest of the development community.
Providing a Full Description of the Design

We have already noted how UML does not provide a full description of the application from the business manager’s point of view or the programmer’s point of view. I will record a failure for this point.
Assisting Analysis and Testing

Wouldn’t it be great to test a design before you came to implement it?

There is plenty of ways of checking a design.

· You can walk through it with a stakeholder, for instance, taking them through each step in a task or process.

· You can write scripts that show how the data elements are updated by the actions. You can think of a script as a kind of canned walkthrough (i.e. we walked through this earlier and this is what happened).
· You check for specific problems, for instance that a process does not go into a loop or does not wait forever for something.

· You can check that, when an error is detected and there is a need to go back to an earlier point in the process, the data is fixed up to reflect the new state.

· You can do practical experiments; explain to end users what a new task entails and ask them to do a dummy run with you pretending to be the application. This is useful to figure out how long it takes the collect the data to input to the task.

· For technical architecture you can test a design by going through all the elements and asking yourself the question – what happens if this fails. You can model the performance – at least estimating the load even if you can’t estimate the response time.

UML gives very little help on all these points. The reason is that the diagrams represent single dimension views, like the data structure only or the activities data. Almost all testing comes when looking at the relationship between elements not the elements themselves. Otherwise UML relies on the rigor and expertise of the designers writing Use cases to put in enough information to answer all the questions.
What has Gone Wrong?
The conclusion from the sections above is that modelling with UML is seriously deficient. On all the main points – talking to the stakeholder, talking to the programmer, thinking about the design, providing a full description of the system and assisting analysis and testing – it has either failed or there are serious reservations. When matters are this out of kilter, something underlying is usually wrong.
The first point that must be made is that a design is not a collection of diagrams. The diagrams are a representation of the design; the design itself is the model data. The UML standard makers have been commendably rigorous is in defining the structure of the data. Unfortunately the data specification is mind-blowingly complex. Why is this? One reason is what I alluded to in an earlier section; they have tried to extract the last ounce of shared data structure from the system. For instance, I open the UML Superstructure standard to learn about activity diagrams and look at figure 12-21. It tells me a ConditionalNode is a StructuredActivityNode which is both an ActivityGroup and an ExecutableNode which is an ActivityNode. Hang on; a ConditionalNode is an ActivityGroup – what the heck does that mean? The complexity of the data structures undermines our ability to conceptualize the design.

Second, I have mentioned several times the need to study the relationships between the different elements. It seems to me that while there has been a big effort to identify common subclasses, there has been hardly any effort to identify relationships between the elements. It is as if the data specification for each diagram type has been designed in isolation. Thus, in spite of its complexity, the data does not represent a single design but merely a large number of separate designs – one for each diagram type.
In spite of UML being so complex, there are huge areas of design in which it is inadequate. We have noted these already in the sections on talking to the stakeholders and talking to the programmers. 
These points can be summarized in one sentence – UML does not support the notion of a coherent design. A coherent design is complete, consistent and testable. The notion of a coherent design is examined in a companion paper to this called “A Coherent Design” (www.polyphonyit.co.uk/papers/design/coherentdesign.doc.) 
It is especially important to have a coherent design at the level of the functional requirements (where Use cases operate in UML today), because without this, there is a danger of not implementing what the stakeholders want. Furthermore, if you can’t express the design in a form the stakeholders can understand, the design might be beautifully crafted and consistent, but wrong. The lack of a model for a coherent design of the functional requirements is the single biggest flaw in UML because it has the single biggest set of consequences.
UML is being used as the basis for MDA – Model Driven Architecture. The idea is to generate the application from the model. If the design is not complete, then only a partial application can be generated. If the design is not consistent, then the application may have errors. If I were developing MDA, I wouldn’t start from here.
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